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A multi-stage feature fusion network is proposed for
the human pose estimation task, the process of recog-
nizing human keypoints in a given image. The pro-
posed method consists of there parts: the multi-stages
network, the cross stage feature aggregation and the
intermediate supervision with online hard keypoints
mining (OHKM) strategy. The multi-stage network is
designed to learn the deep spatial relations among key-
points through repeated feature fusion process, which
contributes to locating keypoints. In order to avoid
losing information in the repeated feature fusion pro-
cess, the cross stage feature aggregation is adopted to
provide shallow features from previous stage to next
stage. Furthermore, the intermediate supervision with
OHKM is employed in each stage to refine the pose
localization accuracy and promote the training speed
of network. The experimental results on two public
datasets, 75.6 AP on COCO and 92.3 PCKh@0.5 on
MPII, demonstrate the effectiveness of the proposed
multi-stage feature fusion network.
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1. Introduction

Human pose estimation is an active research field in
computer vision, which has attracted wide attention from
researchers for the past few decades [1]. The goal is to
locate the keypoints of human body from a given image
or video, and then connect the detected keypoints to the
human skeleton. It is an essential step for computers to
understand human actions. Therefore, it can be served
as a fundamental tool to solve other high level tasks in-
cluding human action recognition [2, 3], pose tracking [4],
human-computer interaction [5], etc.

In recent years, the deep learning method using
convolutional neural network(CNN) has achieved great
progress than classical methods using hand-crafted fea-
tures in human pose estimation task [4, 6, 7]. It takes ad-
vantage of CNN to extract features of each joints from
image. Since this task requires a coherent understanding
of the full body with the information at different scales,
these methods based on CNN consist of a series of down

sampling steps and up sampling steps to extract different
resolutions features. The high resolution feature allows
capture overall information of body, and the low resolu-
tion feature aims to extract specific characteristics.

In terms of network architecture, the deep learning
method can be separated into single-stage [4, 7] and multi-
stage [6] network architecture. The single-stage network
[4, 7] is composed of a feature extraction module and a
keypoints regressor module to realize pose estimation. It
relies on the extracted features from images and captures
the spatial relations between joints. However, the oc-
cluded and invisible keypoint is a challenging task for the
single-stage network because of lack of direct pixel in-
formation. The spatial correlation between keypoints is
needed and used to infer the location of these hard de-
tected keypoints. Therefore, the multi-stage network [6]
uses single stage module to extract features at different
scales, and then fuse these features to capture the spatial
information between keypoints. Compared with single-
stage network, it is more appropriate for the pose estima-
tion task because of deep spatial feature fusion and flexi-
ble network framework.

In this paper, a multi-stage feature fusion network is
proposed to estimate human pose from images. Firstly,
the network is composed of several stackable single stage
modules to capture the spatial relation between joints with
repeated feature fusion process. The single stage module
consists of 4 down sampling units and 4 up sampling units
to extract feature from different scales. The ResNet-50 is
employed as the backbone of down sampling step to en-
hance the capacity of feature extraction, and the bilinear
interpolation is adopted to raise the resolution of feature
maps. Besides, two sequential convolutional layers are
used to generate heatmaps as the predicted results. Sec-
ondly, the cross stage feature aggregation between adja-
cent stages is designed to provide shallow features and
avoid losing information. It includes two information
flows from the down sampling and up sampling step at the
same resolution. Lastly, the online hard keypoints min-
ing(OHKM) [7] strategy is applied with intermediate su-
pervision on the generated heatmaps to calculate the loss
of network and refine the pose localization accuracy. Two
public human pose estimation dataset, COCO dataset [8]
and MPII dataset [9], are used to verify our multi-stage
feature fusion network.

The remainder of this paper is organized as follows. In
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Fig. 1. Overall framework of multi-stage feature fusion network.

Section 2, some related work about human pose estima-
tion are introduced. Section 3 introduces the details of
our multi-stage feature fusion network. The experiment
setting and results are provided in Section 4. Finally, Sec-
tion 5 shows the conclusions and future work.

2. Related Work

The approach of human pose estimation task can be
mainly divided into bottom-up approach and top-down
approach [1]. The bottom-up approach directly predicts
all keypoints in images and assembles them into individ-
ual pose representations. Oppositely, the top-down ap-
proach firstly uses bounding box to locate and crop all
people in the images, and then adopts single person pose
estimation methods to identify keypoints in each cropped
image. Compared with bottom-up approach, top-down
approach has better performance with a little expense of
detection speed. Hence, the top-down approach is em-
ployed to realize human pose estimation in this paper.
And we simply focus on the single person pose estima-
tion task.

The key of single person pose estimation is the joint
detection and spatial relation configuration. The classical
methods widely use hand-crafted features to locate joints,
and use the pictorial structures [10, 11] or graphical mod-
els [12] to represent human body. As Toshev et al. [13]
firstly introduce CNN into pose estimation in the work
of DeepPose and achieve better performance than hand-
crafted features, many methods adopt deep CNN to im-
prove the performance of pose estimation by a large step.
In terms of network architecture, current human pose esti-
mation methods could be divided as single-state methods
and multi-stage methods.

Single-stage methods are based on the backbone net-
works that are well tuned on image classification tasks,
which extract features and regress the location of joints.
For instance, the DeepPose [13] proposes a cascade of
CNN pose regressors to deal with estimation. Tomposon
et al. [14] use CNN to extract features and graphical mod-
els to encode human pose. Besides, they use heatmap as
the ground truth instead of coordinate, and prove that it is

beneficial to imporving the accuracy of methods. Chen et
al. [7], the winner of COCO 2017 keypoint challenge, use
ResNet [15] as backbone to extract features, and propose a
RefineNet with online hard keypoint mining(OHKM) loss
to deal with hard detected keypoints. Xiao et al. [4] pro-
vide a baseline method that is simple but effective, which
uses deconvolutional layer as the up sampling module.
Tran et al. [16] propose a network simlar to Xiao et al.,
which use extra layers to learn heatmap generation and
achieves better performance.

The multi-stage methods aim to produce increasingly
refined estimation with repeated feature fusion. Wei et
al. [17] employ deep CNN as feature encoder to esti-
mate human pose, and design sequential convolutional
networks to implicitly model long-range dependencies
between joints. Newell et al. [5] propose an Hourglass
module with repeated down sampling and up sampling
processes to learn the spatial distribution. Several hour-
glass modules are stacked up to generate prediction. In
addition, the intermediate supervision is adopted to re-
fine the estimation results during the repeated down sam-
pling and up sampling process, and accelerate the con-
vergence speed of network. There are many works based
on Hourglass with various improvements, which obtain
well performance. For example, Sun et al. [18] propose
a HRNet improved from Hourglass, which achieves the
state-of-the-art performance. It uses different resolution
subnetwork to capture different scales features, and then
processes and fuses these features in parallel.

3. Multi-stage Feature Fusion Network

3.1. Overall network framework

The input of human pose estimation is an image I of
size W ×H × 3. Heatmap, representing the position of
each joint with a probability map, is used as the prediction
results and ground turth of our network. Therefore, to de-
tect the K keypoints of human body, the network estimates
K heatmaps of size W ×H×1, where the ith heatmap in-
dicates the location confidence of the ith keypoint. The
coordinate of the highest probability in each heatmap is
chosen as the position of corresponding keypoint. Finally,
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Fig. 2. The structure of single stage module. A cross stage aggregation strategy is adopted between adjacent stages. Intermediate
supervision generates the loss of each stages.

all the detected points are plotted and connected on the in-
put image as the estimation results.

The main structure of proposed network is shown in
Fig. 1. A single stage based on CNN is designed to
extract features from different scale, which are used to
locate keypoints. To facilitate the design of stackable
single-stage module, the first 3× 3 convolutional layer
is used to expand the feature map channel from 3 to 64.
The multi-stage network stacking by single stage mod-
ule are used to mine the deep spatial information between
joints, which is important for the detection of occluded
and invisible keypoints. A 1× 1 convolution is used to
match feature dimensions between adjacent stages. In
addition, to strengthen the information and avoid losing
the shallow feature, a cross stage feature aggregation is
adopted. Meanwhile, the intermediate supervision with
OHKM strategy is adopted to accelerate the training of
network and refine the pose estimation accuracy.

3.2. The structure of stackable single stage module
As shown in Fig. 2, an U-shape structure module, con-

sisting of down sampling step and up sampling step, is
proposed to extract features from multiple scales. It is
utilized for the detection of keypoints, and is stackable
to make up the multi-stage network. The down sampling
process is composed of 4 units. Each units has a con-
volution where the stride is 2 to reduce the resolution of
feature maps. After each down sampling step, the number
of feature maps doubles and the resolution is half. Also,
the ResNet-50, working well on the image feature extrac-
tion, is chosen as the backbone of down sampling process
to capture sufficient features.

The up sampling module is designed to maintain both
the spatial resolution of features and semantic informa-
tion. Similar to the down sampling process, it consists
of 4 units relatively and doubles the resolution of fea-
tures in each unit. The structure of an up sampling unit
is shown in Fig. 3. The bilinear interpolation is used to
raise the lower resolutions features. To reduce the compu-
tation of network, the output channel of each up sampling
unit is unchanged and set to 256. A 1× 1 convolution
and a 3× 3 convolution are sequenced as the regressor

Fig. 3. The details of up sampling unit

to generate heatmaps for keypoints in each up sampling
unit. Meanwhile, these heatmaps are used to calculate the
loss of network. Since the lost information in the down
sampling process is hard to recovery, a 1×1 convolution,
transferring feature from down sampling unit to up sam-
pling unit, is adopted to preserve spatial information at
each scale.

3.3. Cross stage feature aggregation

To avoid the loss of some important shallow features
during the repeatedly feature fusion process, a cross stage
feature aggregation strategy is adopted to propagate multi-
scale features between two adjacent stages. As shown in
Fig. 2, two information flows are chosen as shallow fea-
tures from the down sampling and up sampling units of
previous stage. Then, a 1×1 convolution is used in each
branch of the information flows to match the dimension
of features. The processed features are added and sent
into the corresponding scale down sampling procedure of
next stage. With the cross stage feature aggregation, the
next stage can take full advantage of prior shallow infor-
mation and deep fused features to extract more distinctive
representations. Besides, similar to the residual design,
this strategy can help avoid the gradient vanishing prob-
lem during the training of network.

The 7th International Workshop on Advanced Computational Intelligence and Intelligent Informatics (IWACIII2021)
Beijing, China, Oct.31-Nov.3, 2021 3



Zhipeng Cheng, Kaoru Hirota, Yaping Dai, Zhiyang Jia

3.4. Intermediate supervision with OHKM strategy

With the deepening of network layers, it is more and
more difficult to train network and costs more com-
putations without significant performance improvement.
Hence, the intermediate supervision is adopted to im-
prove the heatmap estimation quality of each stage and
promote the training speed of our multi-stage network.
As shown in Fig. 2, the intermediate supervision gathers
heatmaps at different resolutions. To match the dimension
of heatmaps, the heatmaps at different scales are raised to
the size of input image. Finally, The processed heatmaps
are summed as the prediction result and use to calculate
the loss of stage.

The mean squared error is used as the loss function be-
tween the predicted and ground-truth heatmaps:

Loss =
∑

k
i=1

(
1

w×h ∑
w
p=1 ∑

h
q=1

(
Hi,p,q− Ĥi,p,q

)2
)

k
, (1)

where Hi and Ĥi are the ground-truth and predicted
heatmap of the ith keypoint respectively. w and h is the
width and height of the heatmap.

However, as the continuous training of network, the
network tends to pay more attention to the easy detected
keypoints of the majority but ignores the challenging key-
points. An OHKM strategy is applied to the highest reso-
lution supervision in each stage to solve this situation. It
punishes the top 8 keypoints losses out of K(the number
of annotated keypoints in one person), which promotes
the network focusing on hard detected keypoints. In the
end, the loss of stage is the sum of OHKM loss and pre-
diction loss.

4. Experiments

4.1. Dataset and evaluation metric

The COCO dataset [7] contains more than 200K im-
ages and 250K person instances labeled with keypoints.
Each person is annotated with 17 keypoints as shown in
Fig. 4. The COCO train dataset, containing 57K images
and 150K person instances, is used to train model. The
COCO minival dataset, containing 5K images is uesd to
test model.

MPII human pose dataset [8] provides images from a
variety of real-world activities, which contains 25K im-
ages with over 40K person samples. Each person is anno-
tated with 16 keypoints as shown in Fig. 5. The dataset
are divided separated into 28K training instance and 12K
test instance.

The metrics for these two datasets are different. In the
COCO dataset, each person object has the ground-truth
keypoints with the form [x1,y1,v1, ...,xk,yk,vk], where x,y
are the keypoint locations and v is a visibility flag(v =
0: not labeled, v = 1: labeled but not visible, and v = 2:
labeled and visible). The standard evaluation metric is
mAP based on Object Keypoint Similarity (OKS), which

Fig. 4. The label of keypoints in COCO are: 0 - nose; 1,2 -
eye; 3,4 - ear; 5,6 - shoulder; 7,8 - elbow; 9,10 - wrist; 11,12
- hip; 13,14 - knee; 15,16 - ankle.

Fig. 5. The label of keypoints in MPII are: 0,5 - ankle; 1,4
- knee; 2,3 - hip; 6 - pelvis; 7 - thorax; 8 - upper neck; 9 -
head top; 10,15 - wrist; 11,14 - elbow; 12,13 - shoulder.

defines the similarity between different human pose:

OKS =
∑i

[
exp

(
−d2

i /2s2k2
i
)

δ (vi > 0)
]

∑i [δ (vi > 0)]
, (2)

where di is the Euclidean distance between the detected
and corresponding ground-truth keypoint, vi is the visibil-
ity flag of the ground-truth keypoint, s is the object scale,
and ki is a per-keypoint constant that controls falloff. Pre-
dicted keypoints that are not labeled(vi = 0) do not af-
fect the OKS. We report standard average precision and
recall scores: AP(AP at OKS = .50 : .05 : .95, primary
challenge metric), AP50(AP at OKS = .50, loose met-
ric), AP75(AP at OKS = .75, strict metric), APM(AP for
medium objects), APL(AP for large objects), and AR (AR
at OKS = .50 : .05 : .95).

For the MPII dataset, the Percentage of Correct Key-
points with respect to head (PCKh) metric is used. PCK
is the percentage of correct detection that falls within a
tolerance range which is a fraction of torso diameter. The
equation could be expressed as:

‖yi− ŷi‖2∥∥yrhip− ylsho
∥∥

2

≤ r, (3)
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Table 1. Comparisons of results on COCO dataset. The higest and second performance are marked in bold and italics respectively.

Method Backbone AP AP50 AP75 APM APL AR

8-stage Hourglass [6] Hourglass 66.9 - - - - -
CPN [7] ResNet-50 68.6 - - - - -

CPN+OHKM [7] ResNet-50 69.4 - - - - -
SimpleBaseline [4] ResNet-50 70.4 88.6 78.3 67.1 77.2 76.3
SimpleBaseline [4] ResNet-101 71.4 89.3 79.3 68.1 78.1 77.1
SimpleBaseline [4] ResNet-152 72.0 89.3 79.8 68.7 78.9 77.8

MRFeaNet [16] ResNet-50 70.3 88.5 78.0 67.2 77.0 76.4
MRFeaNet [16] ResNet-101 71.8 89.3 79.3 68.1 78.1 77.1
MRFeaNet [16] ResNet-152 72.6 89.4 80.4 69.4 79.3 78.2

HRNet [18] HRNet-W32 74.4 90.5 81.9 70.8 81.0 79.8
HRNet [18] HRNet-W48 75.1 90.6 82.2 71.5 81.8 80.4

2-stage(Ours) ResNet-50 74.3 90.4 81.5 71.1 80.7 80.2
4-stage(Ours) ResNet-50 75.6 90.8 82.8 72.3 82.2 81.3

Table 2. Comparisons of results on MPII dataset. PCKh@0.5 is used as the evaluation metrics. The higest and second performance
are marked in bold and italics respectively.

Method Hea Sho Elb Wri Hip Kne Ank Mean

Hourglass [5] 98.2 96.3 91.2 87.1 90.1 87.4 83.6 90.9
CPM [17] 97.8 95.0 88.7 84.0 88.4 82.8 79.4 88.5
CPN [7] 98.1 96.5 92.5 88.5 90.2 89.6 86.0 91.9

SimpleBaseline [4] 98.5 96.6 91.9 87.6 91.1 88.1 84.1 91.5
MRFeaNet [16] 97.2 95.9 90.2 85.3 89.3 85.4 82.0 89.8

HRNet [18] 98.6 96.9 92.8 89.0 91.5 89.0 85.7 92.3
4-stage(Ours) 98.1 96.9 93.0 88.9 92.1 90.0 85.3 92.3

where yi and ŷi are the ground-truth and predicted loca-
tion of the ith keypoint respectively, yrhip and ylsho are
the ground-truth location of right hip and left shoulder re-
spectively, r is the threshold bounded between 0 and 1. L2
function is used to represent the torso diameter. This pa-
per takes the PCKh@0.5 as the evaluation metric, which
means that: the distance between predicted and ground-
truth keypoint is smaller than 0.5× torso diameter.

4.2. Experimental setup
Since we use the top-down approach to realize human

pose estimation and simply focus on single human pose
estimation, the human detector provided by SimpleBase-
line [3] is used to locate people in images and generate
human bounding boxes. Specially, the ratio of bounding
box is expanded to 4 : 3 for COCO dataset. Then crop the
image as the input of our multi-stage feature fusion net-
work. The size of image will be resized to 256×192 for
COCO and 256× 256 for MPII. To increase the training
data, each image will randomly go through a series of data
augmentation operations including cropping, flipping, ro-

tation, and scaling. The rotation range is−45◦ ∼ 45◦, and
scaling range is 0.7∼ 1.35.

Training: The network is trained on 3 Nvidia GTX
1080Ti GPUs with batch size 32 per GPU for two-stage
network and 16 per GPU for four-stage network. There
are 192K iterations. Adam optimizer is adopted and the
learning rate is linearly decreasing from 5e−4 to 0 during
the increasing of iteration. The weight decay is 1e−5 to
prevent overfitting. Testing: The human body is located
with bounding boxes as preprocessing. The multi-stage
feature fusion network is applied on these bounding boxes
to generate prediction heatmaps. Keypoint locations are
obtained by using the location of highest heatvalue in pre-
dicted heatmaps and a quarter offset in the direction from
the highest response to the second-highest response.

4.3. Experimental results
COCO dateset is a popular benchmark for pose estima-

tion. We mainly conduct the experiments on the COCO
dataset with 2-stage network and 4-stage network to eval-
uate the performance of multi-stage feature fusion net-
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work for human pose estimation. Besides, we also use
MPII dataset, another popular benchmark for pose estima-
tion, to verify our method. According to the performance
on the experiment results of COCO, we finally conduct
our method with 4-stage network on the MPII dataset.

Results on COCO dataset: As shown in Table 1, the
proposed method achieves 74.3 AP with 2-stage network
and 75.6 AP with 4-stage network. And the 4-stage net-
work obtains an improvement with 1.3 AP. It proves that
our multi-stage feature fusion network can extract more
spatial information among joints as the increase of fea-
ture fusion process, and obtain better performance. The
performance of other pose estimation methods are also
listed in Table 1. The HRNet achieves the second highest
performance than our 2-stage network, while the 4-stage
network is higher than than HRNet. Compared with other
methods, the proposed method can provide shallow fea-
tures from previous stage which is helpful to extract deep
spatial information for the keypoints detection.

Results on MPII dataset: The performance comparison
on MPII dataset is illustrated in Table 2. The proposed
method obtains 92.3 PCKh@0.5, the same performance
as HRNet, which is better than other methods. In addi-
tion, our method has better performance on the detection
of shoulder, elbow, hip and knee. It is clear that our pro-
posed method can extract effective feature from images
for the pose estimation and achieve a satisfied result.

5. Conclusions

In this paper, a multi-stage feature fusion network is
proposed for human pose estimation. The single stage
module is designed to extract features from different res-
olution. These features are fused and extracted to mine
the local representation for keypoints and deep correlation
between joints during the multi-stage process, stacking up
by single stage module. A cross stage feature aggrega-
tion for adjacent stage is used to strengthen the spatial
information. Meanwhile, intermediate supervision with
OHKM strategy is employed in each stage to refine the
performance of our method. The experiments are carried
on two public pose estimation dataset, COCO and MPII,
and achieve 75.6 AP and 92.3 PCKh@0.5 respectively.
The proposed method is compared with several previous
method including single-stage methods and multi-stage
methods. It fully proves that the proposed multi-stage fea-
ture fusion network outperforms the previous method.

Although our method achieves better performance than
previous methods, our method costs more computation
and running time to generate predicted results. Our fea-
ture work will focus on simplifying the structure of net-
work and lightweighting the network.
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